Agile Management
“EVERY SYSTEM IS PERFECTLY DESIGNED TO GET THE
RESULT THAT IT DOES .”
- W. EDWARDS DEMING

Introduction
Software has been a crucible of management practice. Developing software requires a wider mix of
kinds of work – from mostly routine to highly innovative. For that reason, there is no one-size-fitsall solution to software development. Software is often delivered into highly volatile environments.
Old ways of managing efforts simply fail.
Nevertheless, a lot of smart people have thought hard about managing software. Many of these
ideas of been synthesized into what is called Agile development. While Agile does not fully solve
the development management problem, and it is still evolving and extended, there are important
lessons to be learned from Agile principles and practices for a wide range of business practices.
This paper is for two kinds of readers:

1.
2.

People who want or need to manage Agile development teams;
More generally, managers who want to learn from the experience of software and make
their organization more responsive and capable of dealing with change;

First, I will lay out the broad context of Agile: the motivations and history of the techniques from a
manager’s perspective. The second part builds on the first by providing specific techniques for
building an agile organization.
In this paper, I do not so much advocate organization agility but explain how to attain agility, if that
is your goal.
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Agile – What? And Why Now?
It is widely felt that we are in the time of rapid change resulting from usual culprits:



The integrated economies and labor market (‘flat world’);



The internet has reduced friction in the market place;



The accessibility of data has revolutionized target marketing;



The low cost of processing, storage and software environments (Java, python, R, ….) have
made application development efficient, enabling innovation and disruptive technology;

In the past, building business was associated with stability, creating an organization of lasting value
that persisted even in the face of change of management and some market structure. Running a
business in the face of this change alters the nature of business management.
“Agility” is the facility of quick response – the ability to be nimble. To be agile entails the ability to
detect the changes in your environment and the ability to respond quickly and appropriately. “Agile”
is about excelling in a constantly changing environment, like the serious athlete who masterfully
integrates aspects of balance, speed, strength, coordination, and reaction to the dynamics on the
field.

Agility and Stability
The right controls facilitate agility, and the wrong controls hinder it. For example, consider two sorts
of aircraft: a jet fighter (an F- 22) and an airliner (the Boeing 747). The F-22 is very agile, having
sensors, actuators, and software that constantly detect and react quickly to changing conditions
(e.g., local weather, altitude, orientation, fuel onboard, and pilot intent). It is this agility that enables
the plane with its pilot to out-maneuver the enemy. It achieves this agility with very tight control
loops. However, the fighter is aerodynamically unstable. Remove the controls and the plane will
crash - it will not glide.
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Figure 1 — A jet fighter is agile but not stable; a commercial airliner is stable but not agile.

The 747 commercial aircraft, on the other hand, is not designed for maneuverability but for stability.
If one of the systems, say an engine, fails, the plane can still fly. The 747 has controls, but they are
less intense and designed to keep the plane on-course, even if the pilot falls asleep. It is unaffected
by changes in the environment. So, it is this stability that makes the plane safe enough for
commercial passengers. However, this very stability would put the 747 at a severe disadvantage in
a dogfight.
In summary, the F-22 is agile but not stable, and the 747 is stable but not agile. Note that both
planes are excellent for their purpose. The question for the manager is, “What sort of organization
do I want?”
In the past, managers were taught to build stable organizations, creating long-lasting stockholder
value. In today’s rapidly changing world, agility has more of a premium. So, do you want your
organization to be like a 747 or an F-22, or perhaps something in between? Depending on your
situation, each are valid choices.
Unlike what many believe, being Agile requires more control, not less. However, the controls must be
chosen with care.
Traditionally, organizations relied on stable, tried-and-true systems, processes, procedures, and
work flows. The goal decades ago was to ship well-understood products rapidly and efficiently.
Workers were exhorted to 'plan-the-work-and-work-the-plan;’ threats and unknowns were often
ignored and not responded to. The goal was to build an organization of lasting value, that could
withstand the buffeting of changes in the market. Any planning for change was long-term, and
there was constant fear of cannibalizing the existing business. We competed on our staid protocols,
tested and proven management methodologies, and scheduled releases; disruptions were less
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frequent, and stability – we knew – was the mantra. In fact, the assumption was that change would
not occur after a phase of development was complete.
But, now, the pace of external change makes it more important to react more nimbly – faster to
change. Today's mindset of adaptive, reactive, innovation-for-innovation's sake characterizes the
opposite end of the spectrum, where, without thorough planning and communication paths,
minimum viable products (MVPs) might be shipped without the requisite adequate minimum
amount of quality work. In between, somewhere, is your best Agile system for a well-planned, fullytested minimum viable product that can engage customers' feedback for the next build. Where the
organization actually sits on this spectrum versus where it believes it is remains the task of
Management which is truly ready to explore these questions and adopt an Agile mindset and its
key principles. There were extreme cases in which it was considered “Agile management
malpractice” to make delivery commitments. The Agile management challenge is to reach the right
balances between:


Stability and agility



Control and empowerment

Below, we will explore the Agile mindset, its principles and beginnings, Management's role,
measurement's role, and how one builds and steers agility through team building, and collaboration.

So, how agile do your need to be?
When deciding how Agile your organization needs to be, consider the following three categories
and determine where your business falls:
Mostly Stable – Are you managing a time-tested mature system in a relatively stable business
environment? An example of such a system might be wire-transfer management, or payroll
processing. Sometimes, such systems have been forged through challenging business cycles,
experiences, and tried-and-tested systems that Management knew could be relied upon – like the
stable 747. These are the result of what you did in the past to get you through periods of relative
stability in the business climate and what give you confidence in the future. After all, if it ain’t broke,
don’t fix it.
Somewhat Agile – Are you comfortable with your honed and highly reactive process management
system but under constant pressure to reduce costs and improve efficiency? Thus, you are open to
always more fine-tuning, and exploring modern Lean techniques, where and when needed.
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Mostly Agile – For whatever reason, you are being challenged by a rapidly changing business
environment. Perhaps you are in the midst of a major reorganization or merger. Or, perhaps, some
disruptive technology has entered your market, or you are, say, in ‘building mode,’ ushering in a new
system or platform requiring learning and innovation.

Empowerment and Control
Going agile requires – paradoxically – both more control and more empowerment:


Control as in ‘measure and act’ (i.e. ‘sense and respond’) like figure 1;



Empowerment of each team to own their measure-and-respond loops;

The key to agile management is the organizational analytics that implement the interlocking senseand-respond loops up and down the organization, enabling overall organization agility. As we will
discuss further below, the actual choice of measures depends on such factors as level of the
organization and the novelty of the effort.
Agile has been mainly promoted and applied as a practitioner practice. In fact, some see Agile as
putting the practitioners and Management into adversarial positions, but the workers and
management, in the end, share the same goal –providing value and making a difference to the
success of the enterprise. Management has the perspective and responsibility to bring the right
agile practices to the organization. Specifically, Management has two sorts of roles in bringing agile
to organization:


Leading organizations that have adopted Agile and DevOps methods;



Bringing agility to the overall business, or to a function other than software or IT;

Management's unique perspective includes the business needs, the competition, the pace of
innovation, product demand, and his or her organization’s role in the enterprise. It is the
management challenge to bring this perspective to the agile teams, and collaborate and lead to
bring the best value to the business.
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Figure 2 — “Plan, Do, Check, Act” is central to Agile management.

This principle is fraught with implications. It entails thinking of your business process, not as a
defined set of activities, but as a value stream, a set of actions that transform the states of work
items so that they accrue value. The accrual of value, no matter what the process, is central to Agile
thinking. This is sometimes described as an artifact-centric business process. This means to stop
worrying about key process areas and measuring process adherence. The Agile team goal should
not be to adhere to a defined process but, rather, to efficiently deliver value under changing
circumstances. The choice of measures depends on the novelty of the effort and the level of the
organization.
If you are becoming Agile or keeping it Agile, the right questions and a little background will help
Management's decision to adopt Agile or do more with it. Is your organization equipped to become
Agile, if that goal is set? At the end of the day, are you comfortable in a system where you ‘don't
know what you don't know,’ and all right knowing you never will? Unknowns will remain unknowns,
but we need to account for them. Questions like these help us to uncover our agile-ness, but what’s
critical is our acceptance of not knowing.
When organizational management consultant W. Edwards Deming stated, "The transformation can
only be accomplished by man, not hardware," he pointed to the need in our rapidly changing, fastpaced, highly competitive world:


For a mode of incremental management;



To work more collaboratively, in a non-traditional structure emphasizing team
communication; how teams communicate non-hierarchically is but one facet of being agile
that allows for quick reactions to external pressures, like variations in demand.
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To evolve measures that reinforce, not hinder, innovation;

These observations still ring true and are the essence of agile management,

The Nature of Change
There are many sources of change: competitive entries, customer demand, evolving missions, and
so on. However, as Figure 3 illustrates, there are two main situations that require a need for agility:
1.

Incomplete knowledge and learning. Many organizations have incomplete knowledge about
what they need to accomplish.

2. Variation and irregular flow. Many business processes deal with a stream of dissimilar items
and irregular arrival rates.
As discussed below, dealing with either dimension in a timely, cost-efficient manner requires agility.
However, the Agile practices applied vary along the dimensions. Consequently, an Agile manager
must be aware of his or her mix of work and apply the right methods.

Figure 3 — The two dimensions of the Agile management landscape.
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Goal Setting and Attainment
The agile journey starts with setting the right goals. Consider the following question: “What is more
important?”

The Three Levels of Uncertainty
Understanding how to become agile starts with understanding which kind of work your
organization does. The taxonomy we introduce here cuts across domains. Indeed, each of these are
applicable to software. The types differ in their completeness of information and, inversely,
uncertainty – the ability to make tight estimates (see Figure 4). The three classes are:
1.

Sustaining Engineering. This effort involves maintenance and small improvements. For
software, this includes bug fixes. For hardware, this class includes small design changes to
address manufacturability and warrantee experience. The work comes in as a stream of defect
reports or change requests. They are implemented and released as parts of point or point
releases and on a periodic basis. For example, content could be delivered as Release 2.1 or
Release 2.1.3. Generally, these change requests are well specified in detail, and the products to
which they are applied are well understood by the team. For that reason, the ability to predict the
level of effort and time required is high. Commonly, mature development organizations spend
60%-80% of their resources on these efforts.

2. New Features. This effort is to significantly modify or add new features to a product or system.
In IT, re-hosting or re-architecting the system would fall into this class. This results in major
releases going from Version 2.X to Version 3.0. In this case, there is some uncertainty about
both the requirements and how the technical solution will come together and perform. For that
reason, the team is not capable of making firm estimates or commitments at the onset of the
program.
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Figure 4 — Three different classes of uncertainty.

3. New Systems. On occasion, a development organization builds the 1.0 version of a system or
product. From the organization’s perspective, this is a very innovative system or product. In this
case, there is a lot of uncertainty around the requirements and the solution. The team must learn
as it goes, and its ability to predict the level of effort and duration of the work is very limited.
These three types of categories apply to any sort of development. For example, in construction,
building a bunch of tract homes falls under Type 1. These often can be built on a tight, predictable
schedule. Building a custom home with some back and forth between the developer and the buyer
is a good example of Type 2. These often slip schedule and exceed the initial budget. Building an
innovative, highly efficient home with new materials and unique technologies for the first time
would be a Type 3 project. Another example of a Type 3 effort might be a large civil engineering
project like the Boston Big Dig or the first commercial aircraft built from composite materials like the
Boeing 787.
It can be fairly argued that the historical ‘failures’ of software projects to deliver the original planned
content on-time and on-budget is not due to ‘immaturity’ of the field but to the fact the software
takes on more innovation than many other fields. A very non-agile management approach is to try
to apply the same management approach to all three categories.
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Variation of Flow
When thinking of business processes, many managers envision a smooth-running assembly line.
The modern version of such a process is electronics assembly in China. Assembly lines build
multiple copies of the same work product at a steady clip. Under these circumstances,
management specifies each step in fine detail and hires workers to follow the steps. Since there is
little variation in the work and timing, one should expect little variation in output and quality. This is
the fundamental premise of the Deming Six Sigma program. Setting up and modifying such a
process is very expensive. In fact, we can trace the birth of Lean to Toyota realizing that it needed
an economic way of frequently changing its production lines. Briefly, these processes are stable but
far from Agile. Many business processes have two sorts of variation of flow:
1.

Work product flow. The organization has a stream of similar but not identical items. Some
examples include bug fixes, change requests, airline check-ins, and bank teller transactions.
Each item takes a different amount of time and may require a different mix of skills.

2. Arrival rate flow. Work items often do not arrive at a constant rate, but instead arrive at
irregular intervals. Again, work items such as change requests have this property.
Manufacturing is about making multiple versions of the same product. This is called consistency of
artifact. Both the work product and the arrival rate are stable. This is not the arena for Agile.

Project or Factory
There are two paradigms for managing work and setting goals:
1.

Project teams — classically, systems of people and equipment assigned a fixed duration
and budget to deliver a product of specified content

2. Factories — systems of people and equipment to deliver an ongoing stream of products
The goals, and hence the measures for each, are different. Interestingly, both have been applied to
development, and both can be either stable or agile.

Project
In this view, delivering a piece of software is like completing a civil engineering project (e.g., building
a bridge or an airplane). Techniques of classic project management, such as Gantt charts and critical
path analysis, are in use. The classic goals for a project are often summed up by the “iron triangle”:
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On time (schedule)



On budget (cost)



Original scope (content)

Note that each parameter depends on the other two. Focusing too much on one goal puts the other
two goals at risk. For example, if schedule and cost are not an issue, it is relatively easy to deliver
the scope. However, meeting the schedule often requires reducing the scope or increasing the cost.
The project manager is expected to plan the work in order to simultaneously meet all three goals.
Indeed, achieving all three was exactly the stated criterion of success in The Standish Report.
An added challenge of addressing the iron triangle is the observation that team productivity falls as
team size increases. Adding people to the team to speed up a behind-schedule delivery will
ultimately cost more than a longer delivery with fewer people. In fact, as pointed out by Frederick
Brooks in The Mythical Man-Month, adding people to a project can actually slow down
development.

Stable Project Goals
As mentioned earlier, the classic project mantra was plan your work and work your plan. This is the
antithesis of Agile. It assumes that the requirements are known for certain at the onset. As pointed
out almost from the onset of software and systems development, the analogy is flawed for several
reasons. Here are a couple of premises of project management.
Classic project management assumes you can have certain, detailed specs before construction.
This leads to the waterfall approach. It is rarely true for software and attempts to have such certain,
immutable specs are both expensive and very failure prone. It is the essence of waterfall
development. Also, even though classic project management is rooted in the construction industry,
this outlook is not even true for many innovative civil engineering efforts, such as the Sydney
Opera House or the Boston Big Dig.
The order of development — the dependencies — of civil projects is highly constrained; you cannot
put in the wallboard until the plumbing is complete and so on. In project management tools such as
MS Project, the dependencies are entered and used to determine the critical path of development,
which in turn determines the minimal duration of the project. However, in many projects, knowledge
of dependencies is incomplete.
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The first premise fails for Type 2 and Type 3 efforts. Making firm estimates and commitments
requires full and certain knowledge of the requirements, the design, the effort to implement, and the
eventual performance of the implementation. Decades of experience with estimation tools has
shown that there is wide variation between initial estimates and actuals. This is known as the cone
of uncertainty. This uncertainty is due to incomplete information, not immature estimation methods.
As we discuss below, dealing with, not ignoring, the uncertainty is key to success.
The second premise also fails for many efforts. For example, the order in which software
components can be built is much more fluid than that in which the elements of civil projects can be
constructed. Using encapsulation and simulation, the order of execution is not fixed; there is more
than one critical path. This is a good thing. It means that a project lead can steer the project to
success by adjusting the execution based on what has been accomplished to date and the
evolving understanding of the priorities.
In brief, the classic project approach of “planning your work and working your plan” is simply wrong
for Type 2 and Type 3 work. In fact, it neither works for software nor any moderately innovative
effort. Insisting on applying these techniques to innovative efforts has frustrated developers and
created an adversarial relationship between the practitioners who know better — and management.
This finally led to a revolt by developers and the birth of Agile.

Agile Project Goals
Agile project management starts with the realization that the true goals of a business function are
to optimize ROI and take into account the realities for Type 2 and Type 3 efforts. Simply stated,
these goals represent the following assertions:


Given the uncertainty and incomplete specs, there is no way to create a detailed plan that, if
followed, will meet a set of iron triangle goals.



The real goal is less about delivering the original scope, which might not even be strictly
defined, and more about delivering something of value in a timely manner.

In this case, the goal is not to satisfy the on-schedule, on-budget, on-content iron triangle, but
instead to deliver the right functionality when needed. The key measure is not if you are on plan,
but rather based on what we know today — that is, what is the likelihood that this project will deliver
a valuable product in the needed time frame. Figure 5 shows the continuum from stable to agile.
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Figure 5 — Different project techniques should be applied to different uncertainty types.

Factory
The factory paradigm differs from the project paradigm in that projects have end points while
factories have ongoing, continuous delivery. Materials go in, and finished products come out. In a
software factory, requirements or change requests come in and code comes out. The factory
paradigm applies nicely for work in the Type 1 category — efforts that are “mostly stable.” In
software, this often is the work of Level 3 support teams or of development organizations
supporting ongoing changes implemented in minor releases.

Stable Factory
Factories are chiefly concerned with maintaining consistency and minimizing variation. This
concern is addressed mainly by Deming’s Six Sigma control charts methods. When you have
consistency of artifact, the early 20th-century scientific management method of Frederick Winslow
Taylor is appropriate. Scientific management encouraged a shift in knowledge of production from
the workers to the managers. Production had changed from custom, artisan projects to uniform
factory output. Managers assigned a narrow set of repetitive, isolated tasks to workers, and the
workers were required to obey the instructions. The steps were defined based on scientific
observation and were used to compare the pace at which various workers completed tasks.
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Taylorism was adopted not just across industries, but across society: in medicine, the arts, and
education. This was the new way of doing things, and the old way, everyone believed, had been
wrong. Taylorism pointed the way to a new workplace (assembly lines) and a new society (physical,
mental, and moral efficiency). A certain amount of experimentation early on, during the design
phase of the system, was acceptable, but later on, after it was developed, changes to the system
were considered costly and unprofitable. A Taylor system is slow to respond to change. These
systems are stable, but far from agile. The goals of the stable factory include high throughput, great
efficiency (cost per item), and uniform consistency and quality. These will be discussed in more
detail in Part II. The overriding goal though is the ROI in setting up the expensive, rigid assembly
line.

Agile Factory
Many factories must be able to respond economically to variations of flow and artifact (see Figure
6). This is the basis of Lean. Starting around 1934, Toyota, realizing it could not afford the expense
of setting up a conventional assembly line, introduced a more flexible manufacturing process: The
Toyota Production System (TPS). With TPS, the following occurred:


Retooling was much less expensive than with conventional assembly line techniques.



There was less waste because the inventory of parts was carefully monitored and excess
inventory was avoided. This was the forerunner of just-in-time (JIT) manufacturing and of the
concept of value stream mapping (material and information flow mapping).

This system was built for change, giving up some stability for agility. This shift required a change in
the management style and the setting of responsibilities. Toyota’s success led to the Lean
movement, where waste in the process is identified and eliminated and workers have more
responsibility for quality output. Management’s role shifted to supporting the twin pillars of
continuous improvement:
1.

Relentless elimination of waste — minimizing inventory of parts and flow times;

2. Respect for workers — engagement in long-term relationships based on continuous
improvement and mutual trust;
In the late 1940s, Toyota started studying supermarkets and shelf-stocking techniques, which led to
Kanban (literally “signboard” or “billboard” in Japanese), a scheduling system for Lean and JIT
production. In the supermarket, customers retrieve what they need at the required time — no more,
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no less — and the supermarket stocks just what it expects to sell in a given time. Customers take
only what they need, since future supply is assured.

Figure 6 — Stable and Agile factories.

This observation led Toyota to view a process as being a customer of one or more preceding
processes and to view the preceding processes as a kind of store. The “customer” process goes to
the store to get required components, which in turn causes the store to restock. In supermarkets,
signboards guided “shopping” processes to specific shopping locations within the store. So,
Kanban adds value by aligning inventory levels with actual consumption and signals the supplier to
produce and deliver a new shipment when material is consumed. Signals are routed through the
replenishment cycle, bringing visibility to the supplier, consumer, and buyer. Toyota added Kanban
to its processes in 1953.
The key goal of an agile factory, like the stable factory, is ROI in the operation. As with the stable
factory, cycle times and cost per item are still very important. The main point for now is that, when
dealing with variations in a multistep process, both underused resources and bottlenecks are
inevitable. The Agile organization can detect and react to these inefficiencies. The dynamics of
workflow under these circumstance are studied in the disciplines of operations research and
queuing theory. The techniques for visualizing and improving workflow, including value stream
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mapping and Kanban (in the Agile development sense), will be discussed in more detail later in this
document.

Picking the Right Paradigm
Some kinds of work do not fall cleanly into either the project or factory paradigm. More importantly,
an organization may have a mix of work that spans the paradigms (see Figure 7). This is especially
true of development organizations.
In fact, one of the sources of confusion and discord in development organizations is to what extent
development is a project or factory effort. Modern Agile practice leans to the latter, creating and
working off a backlog of work items. Agile teams work off a backlog as efficiently as they can and
are loathe to commit to what they will deliver when. At the same time, managers have a legitimate
need to know when to expect what. Agile management is all about threading this needle.
Development factories differ from manufacturing factories in two key respects:
1.

There is no consistency of artifact. Each change request, requirement, piece of code, and so
on, is different. These are often called work items. Hence, unlike manufacturing, specifying
the skills and level of effort, or even the steps to address these work items, cannot be
known in advance. Trying to apply Six Sigma’s control chart methods is inappropriate.

2. There is no steady pattern of arrivals. Work items arrive irregularly and in clumps. (The
technical term for this is “Poisson distribution”).
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Figure 7 — Different paradigms for different mixes of work.

Neither the project nor the factory paradigm is entirely appropriate for development efforts.
However, different efforts in development are closer to one than the other. For example:


Version 1.0, a Type 3 effort, is closer to the project paradigm.



Versions X.0 or perhaps X.Y are Type 2. In this case, Agile methods may be applied in either
the project or factory paradigm. Building the backlog is an attempt to turn the project into a
factory.



Versions X.Y.Z are produced by Level 3 support and ongoing updates to the IT systems,
especially DevOps. These are Type 1 efforts, and the factory paradigm is a closer match.

Figure 8 illustrate the application of the two paradigms.

Figure 8 — Application of factory/project paradigms.

The Developers’ Revolt and The Agile Manifesto
For reasons outlined above, the stable methods of traditional project and factory management were
ineffective for dealing with development. For decades, this fact was well understood and addressed
by a variety of thought leaders, including but not limited to Scott Ambler, Barry Boehm, Grady
Booch, Tom Demarco, Martin Fowler, Tom Gilb, Ivar Jacobson, Philippe Kruchten, Tim Lister, James
Martin, Winston Royce, Walker Royce, Ken Schwaber, and many others.
Their work resulted in alternatives to the traditional waterfall project methods and heavyweight
process descriptions, such as the Boehm spiral, controlled iteration, the Rational Unified Process
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(RUP), and the dynamic systems development method (DSDM). Further development in 1995 led to
Scrum and Extreme Programming (XP), and in 1997, rapid application development (RAD) and
adaptive software development (ASD). Even so, most development managers tried to apply some
combination of project and factory methods leading to predictably dismal results, Dilbert cartoons,
and an adversarial relationship between developers and management. Large development
organizations had big books consisting of detailed descriptions of the development methods (e.g.,
the IBM Redbooks). Team maturity was measured to the extent that these processes were followed
— not the outcomes. This was institutionalized in the CMMI maturity levels.
Also, there was a great deal of sniping by adherents of one method over the other even though
each method was intended to focus on ongoing learning by the developers and the stakeholders,
responding to what had been learned and adapting to change. In February 2001, a group of 17
development thought leaders met at the Snowbird resort in Utah to discuss and align various
lightweight development methods. They published the now well-known Manifesto for Agile
Software Development, drilling deeper into lightweight development methods in order to “uncover
better ways of developing software by doing it, and helping others do it.” The authors professed to
value:
Individuals and interactions over processes and tools;
Working software over comprehensive documentation;
Customer collaboration over contract negotiation; and
Responding to changes over following a plan.
Note that these are exactly the sort of principles required to address some combination of
uncertainty and variation.

Agile Management Is Essential
It is ironic that several detailed Agile frameworks that have emerged propose a set of prescribed
Agile processes. Consequently, these frameworks take a one-size-fits-all approach to Agile
practices. So these Agile methods, applied blindly, inhibit rather than encourage true agility. Social
media is full of advocates and opponents of the various frameworks. There is no point in wading in.
Each has its strengths and weak-nesses. It is up to the Agile manager to be cognizant of both the
work mix and the organization context and goals and then apply the right techniques, organization,
governance, and measurement to achieve true agility. We will explore this and more next, in Part II.
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Agile Management, Part II: Practices
Becoming Agile – How?
A good mental model of your ideal organization is that of a well-designed system: one that is
efficient, responsive, and serves its purpose well. An organization is a system comprising staff and
technology. Good systems design is about balance. Part II on Agile management will discuss
balance in relation to collaboration and empowerment. Part I, above, covered the broad context of
Agile – specifically, the motivations and history of Agile techniques from a manager's perspective.
In both systems and organizations, there can be too much or too little collaboration. Too little
collaboration and the organization cannot coordinate to respond to the need for change. Too much
collaboration and the organization gets bogged down in internal communications.
Similarly, there has to be a balance of empowerment. Too little and the organization suffers from
"cog in the machine" syndrome: workers feel stymied, their talents are wasted, and time to respond
is slow due to governance bottlenecks. Too much empowerment and the organization becomes
uncoordinated, with one team following its own goals regardless of the organization as a whole.
Below, I will offer some tools from systems thinking that will help Agile managers achieve balance
when it comes to collaboration and empowerment.

Scaling Agile
One tenet of the Agile movement is that work is best handled by small, collocated teams. That is
certainly true; indeed, it is now ancient knowledge. As Fred Brooks pointed out in his seminal work
The Mythical Man-Month, the larger the organization, the greater the need for staff to communicate;
thus, the amount of communication grows nonlinearly with the number of staff. If you double the
size of the team, for example, it is possible the number of communications could increase by a
factor of four; note: If everyone on a team of n people had a conversation, there would be n(n-1 )/2
conversations.
If you are not careful, the team may spend more time on communication rather than actual valueadded work. In fact, this phenomenon, known as "diseconomy of scale," led to the Agile preference
for small teams that can easily communicate.
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What if you, the manager, do not have the luxury of a bunch of autonomous small teams? Then
your challenge is to create a large Agile team comprised of multiple small Agile teams. This will not
happen on its own. Let's examine some techniques for scaling Agile from small teams to large
teams.

Two Definitions of Scale
To add to the confusion, "scaling Agile" has two possible meanings:
1.

The techniques for applying Agile to a large organization (the focus of this Update).

2. Deploying small-team Agile methods across a large development organization, so that each
team uses the same methods (more generally known as "scaling Agile" in the Agile
community but not the topic of this Update).
The first definition applies to creating organizations that are Agile at every level. We can think of
each level of the organization above the first level as an Agile team of Agile teams (see Figure 9).

Figure 9 - Consider each level as an Agile team of Agile teams.
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The first definition also applies to development teams building large, integrated systems or
products. These could be projects involving hardware with embedded software, big integrated IT
systems, or large software platforms - anything that cannot be built by just a few developers. (While
this is an important topic, and the general techniques presented in this document do apply, the
specific techniques of Agile development for large systems are beyond the scope of this article.)

Systems-thinking for Agile Management
We can think of a system as a set of collaborating entities that, in collaboration, produce something
of value to its stakeholders. Stakeholders can be users, investors, clients of nonprofits, military
general officers, and so forth. This list is far from complete. The point is that the intrinsic value may
not be to the user but rather to someone else. If the system is a subsystem of a bigger system, then
the stakeholder may, in fact, be another system. In this case, we would consider the value received
as what the partner system needs to fulfill its role in the broader system. Moreover, systems and
subsystems not only need to merely provide value to stakeholders but should provide that value as
efficiently as possible.
To consider your organization as a system, it's best to examine it through the following two
categories of view:
1.

Static organizational views:


Your context; that is, anyone or anything your organization (as a whole) communicates
with. This could be users, stakeholders, suppliers, and other organizations in your
enterprise (to borrow from systems thinking, some refer to this as the "blackbox" view,
discussed later in this article).



A collaboration map of your organization (again, to borrow from systems thinking, the
"whitebox" view, discussed later).



An inventory of what you create; that is, your work products. In the business process
world, these are called "artifacts" (which we'll explore further below).

2. Dynamic operational views:


Value streams for the key artifacts



An artifact-centric governance solution
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The static views illustrate what your organization does and how it communicates both internally
and externally. The dynamic views expose how the work flows between the organizational
components. To achieve agility, you must pay attention to both.

Creating the Agile Organization
There is an abundance of system and organizational research that all lead to the same insight: if
there is too much connectivity in the system, the organization suffers from diseconomies of scale
and is very resistant to change (i.e., stable). On the other hand, a "stove-piped" organization that is
too disconnected to respond as a team is also resistant to change. The Agile manager, therefore,
needs to find the "Goldilocks" solution, coupled enough to learn and react, decoupled enough to
avoid gridlock and diseconomies of scale. Two techniques will help the Agile manager find the
happy medium: system modeling and Agile governance.

"Organizational" System Modeling
Let's take a closer look at the two kinds of system views outlined above: static and dynamic.
Static Organizational Views
Again, there are two types of static organizational views:
1.

The (context) blackbox view - how the organization appears from the outside. This view
treats the organization as a single entity that communicates with a set of other entities.
This view sets the context of the organization (see Figure 10 below).

2. The (collaboration) whitebox view - how the organizational components communicate
internally to support the external communications identified in the blackbox view (see
Figure 11 below).
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Figure 10 - The (context) blackbox view of the organization.

Figure 11 - Opening the blackbox to get the (collaboration) whitebox view.
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These views of the organization do not capture all possible communication elements, but rather
highlight the most necessary ones in order to maintain a sense of working toward a common goal
(i.e., being a team of teams). Figure 12 shows another organizational view of the same organization
(with the same teams). But it offers more prescribed communications, resulting from processes
and/or governance practices - which contribute to the diseconomy of scale. The Agile manager
should challenge whether these communication connections are all necessary and pare them back,
if possible.

Figure 12 - An alternate whitebox view with more coupling.

Dynamic Operational Views
Often, organizations proudly describe their dynamics as processes. These processes, honed with
years of experience, tell the worker exactly what steps to take to carry out the work. However, this
view of work, as a set of steps, has two drawbacks:
1.

Defined steps are stable but not considered Agile.

2. Defined steps are disempowering.
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Artifact-Centric View
A key part of Agile management is not telling workers what to do, but rather assigning the work
that needs to be done. The process in this instance is not a set of steps; it is a clear specification of
the work to be accomplished. This specification consists of:


A work product - some tangible deliverable that has value to the stakeholders



The product lifecycle - a series of steps that the product goes through

The process intelligentsia call the work products "artifacts." And the stages that the artifacts go
through are named "states." Processes specified this way are known as "artifact-centric business
processes."
Some readers might notice how taking an artifact-centric approach to the business process is
remarkably consistent with classic Agile and Lean principles. Indeed, in the "Principles Behind the
Agile Manifesto," we are told to:

“Give them (the workers) the environment and support they need,
and trust them to get the job done.”
For this advice to work well in a large organization, all must have a clear understanding of what
work they "own." The best way to specify this ownership is by assigning each worker one or more
state transitions of an artifact. Taking an artifact-centric view of the work, therefore, is essential in
being Agile. Agile managers must abide by the following practices, which we'll explore further
below:


Empowering workers with the "what" and not the "how;"



Defining the process in terms of what adds value;



Having the ability to instrument the workflow to detect and address the ebb and flow of the
work;



Easily adapting the process if the work products change design;



Encouraging appropriate chunking of work - not so large that the state transitions cannot be
handled by an individual or a small team, not so small that the work is specified down to the
minute. Partitioning should achieve the balance between a clear delineation of responsibility
and the flexibility for the worker to do his or her best.
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Another feature of the artifact-centric approach is that it provides a straightforward way to assign
clear ownership and responsibility. Simply put, a worker "owns" a set of state transitions for one or more
artifacts. Artifacts often are decomposed into smaller artifacts. The more mature and trustworthy the
worker, the larger and more general the artifact.

Value Streams for Envisioning Agile Work Streams
Most people think of Lean as primarily focused on efficiency, not agility. As discussed in Part I
above, efficiency and agility may not go hand in hand. Managers, especially middle managers,
loathe to change an efficient process, especially one that has worked for years. However, if need is
the mother of invention, then the mother of Lean is the need to maintain efficiency in the face of
change. So, Lean and Agile are, in fact, partners.
A powerful and useful Lean tool is the value stream map. Figure 13 is a variant of this tool,
visualizing artifact-centric work. In this simplified example, the artifact is a software feature, with the
following lifecycle:
1.

Submitted

2.

Under consideration

3.

Prioritized

4.

In development

5.

Completed

6.

In deployment

7.

Deployed

8.

In use, being evaluated

9.

Evaluated
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Figure 13 - An artifact-centric value stream map.

Note there are two states:
1.

In backlog. The feature is not being worked on but is essentially in queue waiting to be
addressed. These backlog states for the feature are 1, 3, 5, 7, and 9. These states are
shown in Figure 13 as the shelf icons on either side of the colored blocks.

2. In process. The artifact is under transition with the assigned workers. The feature's inprocess states are 2, 4, 6, and 8.
In a typical value stream map, the box represents a step in the process that accrues value. In our
version of the value stream map, each box represents the task of achieving the state transition of
an artifact. It is much like a process step, but with the subtle difference that it focuses on the work
to be accomplished and empowers the workers to carry out the transitions as they see fit, knowing
the focus is on the efficiency of their work. Figure 14 further breaks down the elements of Figure 13.
Note how the value stream differs from a classic assembly line in that for most kinds of work, we
do not have what the process folks call "consistency of artifact," which means that all artifacts are
the same; for example, making thousands of the same lightbulb. In our feature "artifact" example,
every feature is different, each takes a different amount of effort, and each has a different level of
complexity and uncertainty. Furthermore, unlike an assembly line, artifacts tend not to arrive at a

©2016 Murray Cantor | MurrayCantor.com

Page 27 of 36

steady clip, but rather in bunches. The challenges and techniques for managing such work have
been addressed especially well by Don Reinertsen.

Figure 14 - Artifact-based value stream elements.

The only way to cope with such a wide variation of work is to put in place a team that can detect
when and where delays occur. Note that Figure 14 includes annotations for measuring the number
of artifacts in a given state along with the times that artifacts spend in each state. [Note: For more
information regarding such analytics, see my lmplementing Product Flow Measures for Lean
Software and DevOps.
The detailed measures for the transitions are shown in Figure 15. These are contributing causes to
the time spent in the transition and focus attention on areas that might need improvement.
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Figure 15 - The transition efficiency measures.

If you detect a bottleneck at a given process step, and you want to remove it, the following
measures could help you find cause and mitigation:
Availability of equipment. This measures the ratio of equipment time needed for the team (e.g., build
time or deploy time) that is spent on automated tasks (or tasks that should be automated to the
time available). This is an opportunity to explore the need and benefits of further automation.
Availability of personnel. This measures the ratio of the person hours needed to work against
meeting goals for the transitions. It can identify the need for resource allocation.
Work content time. This is the percentage of time spent on the artifact.
Non-value-added time. This is the percentage of time doing other non-value-added activities, such
as finding specifications or accessing dependencies. These should be minimized.
In this view of the work, each worker or team maintains a backlog, pulls the artifact from the
backlog according to some policy, completes transitions, and pushes the artifact onto the next
backlog. As pointed out by Reinertsen, if there is no consistency of artifact and there are unsteady
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arrivals, backlogs will grow and shrink unpredictably. The time an artifact spends in the backlogs is a
major source of delay, and delay is costly.
These analytics are part of the sense-and-respond loop of ongoing workflow. The respond part
might include shifting resources as needed, or, if the bottleneck is persistent at the same transition,
investing in a way to automate that part of the process. An artifact-centric team can detect and
respond to changes in the workflow without involving the manager. Furthermore, as long as the
work products have the same states, it is no big deal to change the process to adjust to the
changes. All that is needed is to adjust the specification of the state.

Figure 16 - Consider a value stream as a sequence of queues, with one
team pushing an item onto the next team's queue.

Finally, work progresses through a series of transitions. Work awaiting transition is in a backlog. So
each transition step has an associated backlog. As Figure 16 shows, these backlogs are buffers
between the output of one team and the input of the next team. Managing these buffers is at the
heart of Lean.
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Agile Governance
Assigning ownership is not enough in setting up an Agile organization. The organization needs to
stay coordinated and aligned to be responsive. This requires not only clear partitioning of the effort,
but also enough communication so that the team can respond as one. For this to happen, there has
to be a clear delineation of decision rights – who gets to decide what and under what
circumstances. The act of setting decision rights is often called "governance."
Governance is not a popular topic these days. However, decisions have to be made. The choice is
not between governance and no governance; it's between good governance and bad governance.
Not addressing decision rights results in poor governance.
There are three considerations in making a decision:
1.

Who is empowered to make the decision?

2. Who must you consult before making the decision?
3. Who must be informed upon making the decision?
The empowered person(s) is responsible for, and has the authority to decide, whether the work
product has made a state transition. For example, the product architect or planner is responsible for
moving a feature from "submitted" to "prioritized." However, in order for the empowered decision
maker to maintain good governance, the decision is not made in a vacuum. The proposed decision
may need signoff by some other stakeholder(s) (the consulted) before finalizing the decision.
Finally, others need to be informed that the decision has been made.
Some readers will notice that this process is a streamlined version of the classic Responsible.
Accountable. Consulted. Informed (RACI) solution. Our Empowered, Consulted, Informed (ECI)
approach differs from RACI in that ECI combines the Responsible and Accountable roles. Those
responsible are also accountable. Combining these roles is empowering. In Agile, those responsible
for the work are also accountable.
As with any management process, the key in Agile management is to find the right degree of
governance. Too little governance leads to stove-piped, disjointed organizations. Such
organizations cannot learn or react. Too much governance leads to bottlenecks and the needless
cost of delay. Using the artifact-centric ECI governance solution, along with the value stream
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measures outlined earlier, provides the mechanisms to maintain a collaboration and empowerment
balance in the face of changing circumstances.

Taking Ownership
Work products have an architecture just like any other product. The products comprise other
products. This is obvious for manufactured products. They consist of parts. It is also true for other
work products:


Software releases are decomposed into features, which are then decomposed into stories.



Contracts are broken down into terms and conditions and exhibits.



Portfolios are decomposed into investments, which are further decomposed into a variety of
diligence reports.

In all cases, the state of the parent work product depends on the states of the child work products.
Maturity is required to take ownership over the broader work products. Typically, more senior staff
take ownership of the broader work product transitions; the less experienced own a narrower set of
transitions. For example:


Product architects (or product owners) own the software release feature selection. Team
leads may own the feature decomposition that flows into stories. Developers own the
delivery into the build.



Senior attorneys own the overall contract, while associates may be responsible for the
sections.



Portfolio managers decide what to invest in, while assistants prepare the documentation.

This does not equate to senior staff members doing all the work; on the contrary, less senior staff
should own the transitions of the child artifacts. Again, taking such an artifact-centric approach
achieves several Agile management goals:


It provides a means for the right sort of empowerment.



It maintains focus on value-added work and away from useless activities.



It provides a way to measure and respond to variations in workflow.
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It enables governance tuning toward balancing coherency of product design with
responsiveness (to change).

Building the Agile Organization
So how can you go about adopting Agile management in your organization?
Follow these eight steps:
1.

Start with an artifacts/work products/deliverables inventory.

2. Document key artifacts.
3. For the chosen artifacts, specify the state transitions.
4. Build the artifact-centric value stream maps.
5. Derive the ECI governance solution.
6. Create whitebox and blackbox diagrams.
7. Refactor to eliminate connections.
8. Implement sense-and-respond loops (as discussed earlier in Part I).

Start with an Artifacts/Work Products/Deliverables Inventory
As discussed earlier, artifacts are all the things you create in the course of delivering the product or
service to the customer. In our case, we can use the generalized definition as any person (team)
upstream in the value chain. It is useful to consider two kinds of artifacts:
1.

Deliverables. These artifacts are delivered to the customer and must to meet their
acceptance criteria.

2. Process-related. These artifacts are used to create the deliverables. For example, in software,
process-related artifacts might include requirements in a database, architectural
specifications, test cases, and so on. These can also include compliance documents.

Document Key Artifacts
This is a good time to evaluate which artifacts being created by your team are truly needed. For
example, your team may be creating detailed project plans that are never followed, just to meet
some sort of process specification. Or, you may be creating design documents that quickly become
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outdated shelfware. At the same time, you may choose to create new artifacts that are more
appropriate for a Lean-Agile organization. For example, you could decide to use Kanban work items
for process management.
Being Agile requires primarily focusing on the deliverable artifacts. Anything else should be subject
to scrutiny. Also, pick the artifacts that most contribute to the value of the team and impact
productivity.

Specify State Transitions
For an organization to be Agile, any given artifact should have the same state transitions,
organization-wide. For example, a test plan should have the same states for every development
team. That way, you can freely move resources among teams.

Build Artifact-Centric Value Stream Maps
Upon choosing artifacts and defining their states, you are ready to build your artifact-centric value
stream maps and apply Lean efficiency measures (see Figures 13-16). If the documents are related,
combine the diagrams to show dependencies. These help structure Lean-Agile improvement
activities.

Derive the ECI Governance Solution
Each transition point consists of pushing the artifact into the backlog of the next transition team;
hence, you need to employ the ECI approach in making these types of decisions. For example,
perhaps the chief stakeholder should be consulted and the team lead for the next transition should
be informed. This can be automated with project management tools.

Create Whitebox and Blackbox Diagrams
The teams are the blocks. The ECI approach specifies the required connections. There may be other
less formal connections to encourage collaboration among teams.

Refactor to Eliminate Connections
Collaboration is a two-edged sword: it is essential for team learning and product integration, but it is
also time-consuming and leads to diseconomies of scale. If you discover a lot of communication
between two teams, perhaps the teams need to be refactored to create two different more cohesive
teams.
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Implement Sense-and-Respond Loops
With the value streams and team design in place, you are ready to implement the practices
described above, in Part I.

Your Agile Journey
This two-part article covers a lot of material. While the process described in the first half contains
steps, they should not be followed in a serialized, waterfall manner. Rather, in the spirit of Agile,
follow them in iterations, evaluating whether goals are being met along the way. To do so, Agile
managers must begin with their own goals, value streams, organizational views, and iterations. This
has several benefits:


You will not only "talk the talk," but also "walk the walk." Far too often, managers tell their
teams, ''You should adopt Agile," but then stick with the old, unresponsive management
techniques. This is the source of team cynicism. Also, this limits the effectiveness of Agile
adoption. The organization cannot be responsive if your immediate team is not responsive.



You will learn by doing. Agile is not just a set of practices but a mindset and a culture. The
only way to appreciate this is by living through your own transformation and seeing the
improvements and pitfalls for yourself.



It will raise your comfort level with Lean-Agile methods before you risk disrupting the whole
organization.

For these reasons, begin your Agile journey at the top of your organization and work your way
down. This is the key to your success as an Agile manager.
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